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Abstract

Detecting whether an input is In-Distribution (ID) or Out-of-Distribution (OOD) is
essential for any machine learning algorithm deployed to the open world. Yet many
state-of-the-art deep neural networks struggle to identify OOD inputs. The conse-
quences can range from misclassification in autonomous vehicles to misdiagnosis and
mistreatment in a medical setting. This thesis investigates how One-vs-All (OVA) Clas-
sifiers can help detect OOD samples and proposes a novel OOD detection approach.
The key idea is to train separate modules that can extract class-specific features and are
responsible for filtering out OOD data. For effective training, outlier data is generated
and used. The approach is termed One-vs-All Filtering (OVAF) and is applicable to
most neural network classifiers. It reduces the False Positive Rate by up to 47.2%
compared to the baseline approach. This thesis bases its analysis on the setting of
image classification, but adaptation to other domains is straightforward.
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1 Introduction

In recent years, machine learning dramatically improved in computer vision [1], natural
language processing [2] and many other areas. This has led to the deployment of
neural networks in various environments, for example, autonomous driving or medical
imaging. Despite their incredible performance on tasks that they were trained for, they
still struggle when receiving and evaluating abnormal inputs [3], [4]. Ideally, the model
should detect Out-of-Distribution (OOD) inputs, not classify them, and raise a flag
indicating that it saw an abnormal input.
Consider a made-up example case of autonomous driving where a vehicle is heading
towards a snowman - something the model has not seen in the training data and does
not know how to classify. Instead of detecting the snowman as OOD and, for example,
alerting the driver to take control of the car, it mistakenly classifies it as a human, hits
the brakes and causes a rear-end collision.
The main challenge for OOD detection is that it is impossible to explicitly teach a model
what kind of OOD inputs it will receive and how to handle them, especially when it
operates in an uncontrolled environment, where the types of images it might receive
are unlimited. At the same time, it is still an essential requirement for any safety-critical
application deployed in the open world.

1.1 Closed-World Assumption and Softmax

In image classification, neural networks are trained on pairs of images and labels and
must find a mapping from image to label. Since the number of labels is fixed, the
model operates in a world where only In-Distribution (ID) labels exist. This leads to
the model being trained on a closed-world assumption [5], meaning that the model’s
world is limited to these labels. It believes everything it sees belongs to one of the
labels it learned, and no other labels exist. This assumption works well when an input
corresponds to one of the known labels; however, the model is still forced to make a
decision even when none of the labels apply - for example, in the case of OOD inputs.
To get a better intuition, the picture in Figure 1.1 depicts a small example of a neural
network classifier trained on a 2-D dataset under closed-world assumption with soft-
max normalization. The ten colored clusters of points represent the different classes
to predict, and the background coloring shows the network’s confidence. Higher
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1 Introduction

Figure 1.1: Visualization of the confidence landscape of a neural network. Clusters of
colored points represent the different classes. 3-Layer Multi-layer Perceptron
(MLP) trained with cross-entropy loss and softmax normalization. The
model achieves a accuracy of 100%. High confidences remain even far away
from the clusters.

probabilities (yellow) mean that the model is more confident that it knows to what class
the point belongs. One can see that the model is not only confident in and around the
area of the 10 clusters it was trained on but instead separates the entire 2-D plane into
ten sections, one for each cluster. That means that the model is still highly confident
that a point from the bottom left of the image belongs to class Pink, even though it is
far away from the cluster of Pink points.
On the other side, the closed-world assumption simplifies the task of classification
because the model must only separate the input plane into regions for the different
classes instead of being able to fit perfect confidence regions around the clusters.

1.2 One-vs-All Classifiers

A method that has been around for a very long time is One-vs-All (OVA) classifiers.
Instead of creating a single model that maps an input to one of the classes, OVA
classifiers split the problem into several binary tasks. Each task is responsible for only
one class and has to decide whether the input belongs to that class. In principle, this
avoids the closed-world assumption [5], as it does not force that an input belongs to
one of the known classes. Every classifier independently evaluates whether an input
belongs to its class or not. It is ultimately possible that no classifier predicts an input to
belong to its class, which is a natural way of saying that the input is OOD. Despite these
properties and as the right image in Figure 1.2 reveals, the classifier’s confidence is still
not very focused on the red cluster, for which it has been trained. The high-confidence
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1 Introduction

region extends far into the top of the image, where OOD inputs could be located.
Yet the conceptual idea of OVA is promising; it is not confident that any of the other
clusters belongs to class red.

Figure 1.2: OVA technique and confidence landscape. The left image describes the
different data types for OVA classifiers. Red denotes the positive class, grey
the negative class. 3-Layer MLP trained to predict class Red; in the middle
both with other classes and synthetic outliers as negative samples. On the
right only with other classes. The addition of synthetic outliers narrows the
high-confidence region of the classifier to only focus on the positive class
and not extend far away from the distribution of red points.

1.3 Training with Out-of-Distribution Data

One of the best ways to make a model aware of OOD data is to provide such during
training [3]. This is, however, challenging as a dataset can not represent the whole OOD
landscape and can be costly to obtain. To solve the latter issue, researchers have tried
other method to create outliers artificially. Approaches for example include CLIP [6]
which can convert textual inputs into images or Autoencoders [7], which learn a latent
representation of each class and then decode the representation into an image again.
This thesis focuses on generating additional data by sampling from a gaussian dis-
tribution. In particular, it samples from the low-density region of a distribution that
resembles ID images. Such samples are referred to as synthetic outliers. Figure 1.2
describes the synthetic outliers. The left picture shows how synthetic outliers might
look like in a simple 2-d case. The middle and right images depict small neural network
classifiers trained to detect class red; the right one was trained in the conventional OVA
way, and the middle used synthetic outliers additionally. One can observe that the
synthetic outliers narrow the confidence band of the classifier, which is beneficial for
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1 Introduction

OOD detection. The main challenge is to replicate this behavior in high-dimensional
space, where perfectly surrounding the class is almost impossible due to the curse of
dimensionality. One of the central questions of this thesis, therefore, becomes:
How can one create a diverse set of outliers that effectively narrows the high-confidence regions
of a classifier?

1.4 OVAF - One-vs-All Filtering

Classification

Model Prediction:
Seven

select filter
for class seven

In-Distribution

Out-of-Distribution Detection

Filter

Out-of-Distribution

Input

Seven

Classification

Model Prediction:
Seven

select filter
for class seven

Out-of-Distribution Detection

Filter

Out-of-Distribution

Input

Seven

Out-of-Distribution

Figure 1.3: Conceptual description of OVAF. Example Task: classify handwritten digits.
The algorithm receives input and predicts its class. Then the class-specific
Filter is chosen to validate the decision (top) or detect and filter out an
outlier input (bottom)

This thesis proposes a method for detecting OOD images termed One-Vs-All Filtering
(OVAF). It combines all observations made above. It acknowledges that training under
the closed-world assumption is effective and performant for classification. Additionally,
it uses OVA components that do not suffer from the closed-world training to detect
OOD data. These components are called Filtering Heads; one exists per ID class, and
its goal is to filter out the OOD inputs. OVAF uses synthetic outliers to teach the
heads what actual outliers in the open world might look like and narrow the classifier’s
high-confidence region.
The conceptual idea of OVAF is depicted in Figure 1.3. The model receives input and
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1 Introduction

classifies it. Then a class-specific Filtering Head is chosen to either validate the class or
detect an OOD input that is then filtered away.

1.5 Research Objective and Main Contributions

The main research objective of this thesis is to investigate the underexplored area of
OVA classifiers for OOD detection. Based on the findings, a new method for OOD
detection should be developed that uses the concept of OVA.
The key contributions of this thesis include:

• proposing a novel and flexible method to detect OOD inputs that is applicable to
almost any pre-trained neural network classifier

• investigating strengths and weaknesses of using OVA classifiers for OOD detection

• studying and comparing the effectiveness of synthetic and real-world OOD data
for fine-tuning networks to detect outliers

1.6 Outline

The rest of the thesis is organized as follows:

• chapter 2 introduces notation and necessary concepts as well as providing infor-
mation on OOD detection and OVA classifiers

• chapter 3 describes a few relevant OOD detection methods in depth that are also
used later chapters

• chapter 4 explains the proposed OVAF method both at training and inference
time

• chapter 5 sets up the experiments used to evaluate performance of OVAF

• chapter 6 shows the empirical results from the different experiments

• chapter 7 discusses the experiments and suggests areas of future work

• chapter 8 concludes the thesis and summarizes key findings
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2 Background

This section first introduces terminology and defines the problem of OOD detection. It
presents three widespread activation functions and competitive neural network archi-
tectures used repeatedly in the thesis. Afterward, it provides additional background
information on OOD detection and OVA classifiers.

2.1 Problem Setup and Terminology

Consider an image classification problem. Given an ID dataset Din consisting of images
x and labels y, one tries to classify each image xi ∈ Rn with the corresponding label
yi ∈ {1, . . . , C}. Each image belongs to exactly 1 out of the C different classes. A
classifier f (x) : Rn → RC is trained on the ID dataset to solve the image classification
task. At inference, the model f (x) is evaluated on both Din and Dout = D \ Din. The
latter represents the OOD data, everything that does not belong to one of the ID classes.
The general goal of OOD detection is to have a high ID accuracy while detecting and
filtering out the OOD data that is not classifiable for the model. In general g(x) will
denote the OOD detector, and h(x) : Rn → Rm with m ≪ n a mapping from the input
space to a reduced hidden space. The hidden space, sometimes also referred to as
feature space, is considered as any layer that is neither the input space Rn nor the
output space RC. Generally, those hidden space features are a dense representation of
the input; in this thesis mostly the penultimate layer activations. In many cases, the
neural network f (x) serves as a basis for fine-tuning the methods to detect OOD inputs.
In such cases, f (x) is referred to as the base or backbone model. OOD samples can
come from many different sources. This thesis mainly distinguishes synthetic outliers,
which are generated using mathematical techniques, and real, naturally occurring
outliers such as images of clothes when the training dataset consists of digits.

2.2 Activation Functions

Activation functions are essential to neural networks due to their non-linearity. Without
them, one could summarize a neural network with just a single matrix multiplication.

6



2 Background

2.2.1 Softmax

The softmax is the most widespread activation function for multi-class classification.
It normalizes and transforms an input vector into a vector that can be interpreted
from a probabilistic point of view. Let z ∈ RC with z = (z1, z2, . . . , zC). The softmax
S(z) : RC → RC transforms each point individually, using the following operation

Si(z) =
exp(zi)

∑C
j=1 exp(zj)

(2.1)

Si(z) can be interpreted as the probability of input z belonging to class i.

2.2.2 Sigmoid

The sigmoid activation function is used for binary decisions. Binary decisions have a
positive and negative class, often represented with O and 1. The input to the sigmoid
function σ(z) : R → R is a single scalar, and it is transformed and mapped to a
probability in the following way:

σ(z) =
1

1 + e−z

σ(z) can be used to represent the probability of z belonging to the positive class, so
class 1.

In general, the sigmoid, and especially the softmax, is used in the ultimate layer of
a neural network f (x) to transform the outputs into interpretable probabilities. The
outputs of f (x) is referred to as logits, and fi(x) represents the i-th logit in the model.
The softmax and sigmoid activation functions therefore receive the logits of the neural
network to make a decision on which class to choose.

2.2.3 ReLU

The rectified linear unit (ReLU) [8] is a popular activation function in neural networks,
that is mostly used in the hidden layers. It sets all negative inputs to 0 and has an
identity mapping for positive inputs, mathematically:

ReLU(z) =

{
z if z > 0

0 if z <= 0

Here, z represents a single scalar value; extension to vectors works by applying the
function element-wise. One of the main advantages of ReLU is that the gradient is
1 if the input was greater than 0, mitigating the issue of vanishing gradients during
backpropagation [8].
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2 Background

2.3 Model Architectures

The literature uses different model architectures to evaluate the performance of OOD
detection. Two of the most common architectures are DenseNet [9] and WideResNet
[10], both of which extend and build upon the ResNet [11] architecture. They are
described below.

2.3.1 ResNet

Deep neural networks are a sequence of linear connections and non-linear activation
functions. A layer can be described as

y = N(Wx + b)

where y is the output of the layer, W and b are the weights and bias of the layer, N is a
non-linear activation function, and x is the input to the layer. Several of these layers can
be stacked together to form a residual block, denoted by F . The regular ResNet [11]
architecture adds a skip-connection between two blocks that by-passes the non-linearity
in the following way:

Figure 2.1: Residual block [11]

xℓ = Fℓ(xℓ−1) + xℓ−1

where ℓ describes the layer of the block in the
network. Figure 2.1 visualizes a residual block.
The skip-connection allows the gradient to flow
directly through the network during backpropa-
gation and mitigates the vanishing gradient prob-
lem for deeper networks, where early layers are
not updated anymore since the gradient is al-
most zero [11]. ResNets consist of two different
building blocks that use the skip-connection:

• Basic blocks for feature extraction that consist of two 3 × 3 convolutions, batch
normalization [12] and the ReLU activation function [8]

• Bottleneck block for dimensionality reduction that consist of 1 × 1, 3 × 3 and
again 1 × 1 convolutions

8



2 Background

2.3.2 DenseNet

DenseNets [9] extends the original idea of skip-connections by connecting the individual
layers not only to one but multiple preceding layers:

xℓ = Hℓ ([x0, x1, . . . , xℓ−1])

The layers x0, x1, . . . , xℓ−1 are concatenated into a single tensor. The authors define
Hℓ(·) as a composition of batch normalization [12], ReLU [8] and a 3 × 3 convolution
and refer to it as a dense block (see also Figure 2.2).

In between the different dense blocks, they put transition layers responsible for
down-sampling and reducing the size of the so-called feature map, which basically
describes how many layers of features are currently available. The transition layer
consists of batch normalization, a 1 × 1 convolution, and a 2 × 2 average pooling layer.
Another important concept is the growth rate k, which controls the size of the feature
maps. As each convolutional layer produces k feature maps, the number of maps for
the l-th layer generalizes to:

kℓ = k0 + k ∗ (l − 1)

G. Huang et al. [9] propose two additional architectural changes, bottlenecks and
compressions, which they denote with DenseNet-B and DenseNet-C.
DenseNet-B leverages 1 × 1 convolutions to reduce the size of the feature map before
the 3 × 3 convolutions in the dense blocks.
DenseNet-C further reduces the model size by reducing the feature maps in the
transition layers. Assuming the dense block contains m feature maps, then the transition
layers generate θm feature maps in the output. θ refers to the compression rate and is
between 0 and 1.
The two concepts mentioned above can be combined to create the DenseNet-BC.

Figure 2.2: Dense block [9]

9



2 Background

2.3.3 WideResNet

The main contribution of WideResNet [10] is the idea of making the residual network
wider instead of deeper. That works by increasing the number of feature maps per
convolution. The following notation describes the architecture choices: WRN-l-k, where
l is the deepening factor, and k the widening factor. When k is equal to one, then the
network is a regular ResNet, and k > 1 describes a wide ResNet. l represents the
number of convolutional layers in the network.

2.4 Out-of-Distribution Detection

The general idea behind and motivation for OOD detection is that images that do not
belong to the training distribution are not suited for prediction and should be filtered
out.
The first significant work that introduced the term of OOD detection in the area of
deep learning was by Hendrycks and Gimpel in 2017 [3]. It introduced a baseline
by using softmax and determining a threshold value. Since then, work and research
conducted regarding OOD detection can, for the most part, be categorized into three
main approaches. Firstly, there is the approach that uses a pre-trained model out of the
box without needing to adjust or retrain the model. It leverages the properties of the
existing neural network. Then there is the approach that fine-tunes an existing model
to detect OOD inputs better. Lastly, there are the methods that need to train a new
model from scratch to discriminate between ID and OOD.

2.4.1 Pre-trained model

The baseline approach from Hendrycks and Gimpel falls into the category of pre-trained
models. It uses the maximum softmax probability and sets a threshold accordingly. The
softmax has been identified as an issue for OOD detection by several authors. ODIN
[13] and Generalized ODIN [14] smoothes the softmax activations via temperature
scaling Si(x; T) = exp( fi(x)/T)

∑C
j=1 exp( f j(x)/T)

, the Energy score [15] uses the logits instead of softmax

probabilities to detect outliers. Wang et al. [16] extend the Energy score by using all
energies instead of a single one.
Other pre-trained approaches use the Mahalanobis distance [17] over hidden space
representations or ensemble multiple models [18] to strenghten the prediction and
confidence of the network.
The proposed OVAF method does not fall into the category of pre-trained models, as
such models are usually trained under a closed-world assumption [5], which makes
them inherently not very well suited for OOD detection.

10



2 Background

2.4.2 Model fine-tuning

The main approach for model fine-tuning is to take a pre-trained model and extend
or adjust the functionality by training it for a few epochs to make them better suited
for OOD detection. Outlier Expose [19] fine-tunes existing models to output a uniform
distribution in the case of OOD inputs. MixOE [20] extends this by mixing ID and
OOD samples, for example, via interpolation. The Energy score [15] also proposes a
method that relies on additional outlier data to adjust the pre-trained model’s energies.
There also exist self-supervised [21] and even unsupervised approaches [22].
The proposed OVAF method can be categorized as a fine-tuning procedure. The
advantages are that one can leverage strong existing models while still changing the
network structure to the desired needs.

2.4.3 Model trained from scratch

A few methods also rely on training an entire neural network from scratch. VOS [23]
trains a regular classifier as well as an OOD detector at the same time, where the OOD
detector receives both ID and generated OOD data. The IsoMax [24] is an in-place
substitution for the softmax, which incorporates a notion of distance into the model
and performs on par for image classification while improving the OOD detection.
OVAF does not need a complete model to be trained from scratch, as this is very time
intensive and does not provide significant performance boosts.

2.5 One-vs-All Classifiers

The main scheme for OVA Classifiers is to train C different binary classifiers that
distinguish the examples from a single class to all remaining classes. They were
popularized due to the possibility to extend Support Vector Machines [25] from the
binary to multi-class setting [26], [27]. But they were quickly overtaken and replaced by
more sophisticated methods, despite its simplicity and potential [27]. OVA Classifiers
can still perform on par or even better than the now-standard softmax-based classifiers
[5], but are not very scalable. Suppose the training dataset consists of 100 different
classes, then an OVA approach would need to train 100 individual classifiers, whereas
a traditional process with softmax would only require one.

11



2 Background

2.6 Combining One-vs-All Classifiers and Out-of-Distribution
Detection

Due to the rather low popularity of OVA Classifiers, there is little research on the
intersection of OVA and OOD. Most approaches combine OVA classifiers with a
softmax based classifier. OVANet [28] uses softmax predictions to find the closest class
and OVA Classifiers to verify the class or detect an OOD input. Franchi et al. combine
the probabilities of the sigmoid and softmax output to get more reliable results [29].
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3 Related Work

This section introduces related work in detail. The methods presented here will be
compared with OVAF in future experiments.

3.1 MSP - Maximum Softmax Probability

A very popular baseline for OOD detection is the Maximum Softmax Probability (MSP)
proposed by Hendrycks and Gimpel in 2017 [3]. The usual softmax classification
procedure is selecting the class with the highest probability for each image. In the case
of OOD detection, the above procedure gets extended by determining a threshold δ

that decides whether an input image is OOD. Intuitively, this means that if the softmax
confidences are too low, the image is regarded as OOD. Mathematically, the detector
can be formulated as

g(x) =

{
ID if maxi(Si( f (x))) > δ

OOD if maxi(Si( f (x))) ≤ δ

where Si( f (x)) is the softmax function applied element-wise to the logits of the neural
network f (x) (see Equation 2.1).

3.2 Mahalanobis

In 2018, Lee et al. [17] have proposed a distance-aware method that uses the Mahalanobis
distance. The Mahalanobis distance allows to calculate the distance between a vector
and a distribution. In the proposed method, the vector is a feature space representation
of the input image, and the distribution is a pre-computed distribution of each class in
the feature space. Recall that h(x) describes a feature space representation of the input
image x. For every class, one needs to compute the empirical mean and covariance

13



3 Related Work

based on all the training samples (xi, yi) ∈ Dtrain
in in the following way:

µ̂c =
1

Nc
∑

i:yi=c
h(xi)

Σ̂ =
1
N ∑

c
∑

i:yi=c
(h(xi)− µ̂i)(h(xi)− µ̂i)

⊤

where Nc denotes the number of training samples for class c. The closest class-
conditional gaussian distribution to an input vector is calculated by

M(x) = min
c

(
(h(x)− µ̂c)

⊤Σ̂−1(h(x)− µ̂c)
)

At inference, the method calculates the distance to the closest class-conditional gaussian
distribution and, as before, sets a threshold based on it:

g(x) =

{
ID if M(x) <= δ

OOD if M(x) > δ
(3.1)

The authors propose the two following extensions to improve the OOD detection
performance further. Firstly, one can use input pre-processing to make ID and OOD
samples more separable:

x̂ = x + ϵ × sign(∇x M(x)) = x − ϵ × sign(∇x(h(x)− µ̂ĉ)
⊤Σ̂−1(h(x)− µ̂ĉ)) (3.2)

The magnitude of the noise is given by ϵ, and ĉ denotes the closest class in feature
space. Secondly, Lee et al. propose to use feature ensembling over different layers in the
neural network. They combine the distances via a weighted average over the layers and
train a logistic regression detector using the validation samples.

3.3 Energy Score

Another approach is based on energy-based models. Instead of using the softmax
probabilities, W. Liu et al. propose to use and fine-tune energies to find a good threshold
value for OOD input [15]. They show the connection between energies and neural
classifiers and define the energy as E(x) = − f (x). For OOD detection, energies are
used to determine a threshold:

g(x) =

{
ID if maxi(−Ei(x)) > δ

OOD if maxi(−Ei(x)) ≤ δ
(3.3)
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Note that the authors use the negative Energy score, which is equivalent to the logits
of the neural network. In addition to the inference-time detection, W. Liu et al. [15]
propose a method to fine-tune the energies on other OOD data to train a good energy
gap between ID and OOD intentionally. The training objective for the fine-tuning is

Lenergy = E(xin,y)∼Dtrain
in

(max(0, E(xin)− min))
2

+ E(xout)∼Dtrain
out

(max(0, mout − E(xout)))
2

The values min and mout are hyperparameters used to penalize when an ID input
generates too high energies, and an OOD input generates too low ones. When the
model is fine-tuned, inference OOD detection works just as in Equation 3.3.

3.4 VOS - Virtual Outlier Synthesis

It has been shown that OOD detectors can benefit from exposure to real OOD data
during the training [19]. However, OOD data is often not readily available and hard
to generate. Du et al. [23] try to fix this problem by synthesizing outliers during the
training of the classifier. The outliers are generated in the feature space and are fed
to a small logistic regression model. The logistic regression model aims to to find a
good discriminator between ID and OOD data. To synthesize the outliers, Du et al.
[23] calculate a class-wise multivariate gaussian distribution with shared covariance
as described in 3.1 in an online fashion, where the features used for calculation are
constantly updated as the training progresses. Then they sample virtual outliers V
from the ϵ-likelihood region of the distribution via the following equation:

Vc = {vc|
1

(2π)m/2|Σ̂|1/2
exp

(
−1

2
(vc − µ̂c)

⊤Σ̂−1(vc − µ̂c)

)
< ϵ},

where vc ∼ N (µ̂c, Σ̂) denotes the generated outliers for class c and ϵ is chosen such
that it is close to the class boundaries but still in the low-density region. At inference,
they use the output of the logistic regression head to find a good threshold value δ to
discriminate between ID and OOD. The logistic regression is based on the energies of
the model, which allows formulating g(x) similar to the Energy score from above (see
3.3).
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3.5 OVNNI

OVNNI [30] is an approach that combines traditional softmax classification and OVA
classifiers. Here, the authors train a conventional softmax classifier using cross-entropy
loss and C different OVA classifiers for each class. At inference time, they combine the
output of both models to receive a better probability estimate for each class

pOVNNI
i (x) = Si(x)× POVA

i (yi = 1|x)

where Si(x) describes the softmax probability (see 2.1) for class i and POVA
i is the

prediction of the OVA classifier corresponding to class i. As in many other methods
as well, they then try to find a good threshold value δ to discriminate between ID and
OOD:

g(x) =

{
ID if maxi(pOVNNI

i ) > δ

OOD if maxi(pOVNNI
i ) ≤ δ
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4 Methodology

This section describes the proposed method in detail. It explains how to train Filtering
Heads and how OVAF works at inference time.

4.1 OVAF Architecture

Let f (x) denote a pre-trained neural network classifier and h(x) a forward pass to
the penultimate layer representation, such that f (x) = w × h(x) + b. On top of the
pre-trained model, there exist different Filtering Heads; one for each ID class. The
Filtering Heads receive the output of h(x) and map it to a probability.
There are two main reasons why the Filtering Heads are trained on the hidden space
representation of an image instead of the image itself. Firstly, the hidden space
representation is lower in dimension and contains much more dense information,
making it easier and faster to train as the Heads do not require the capacity to extract
information from high-dimensional images. Secondly, synthesizing outliers in the
hidden space is more traceable due to a lower dimensionality.

4.2 Training the Filtering Heads

For simplicity, the following will only describe the training process for a single Filtering
Head responsible for a single class 1 ≤ c ≤ C. The procedure applies to all of the C
Filtering Heads. The main goal of the Filtering Head for class c is to verify whether
an input belongs to the class c or not. A Filtering Head maps from a feature space
representation of an image to a single scalar output, which denotes the probability of
the representation belonging to the class c. Formally, a Filtering Head is a function
bc(x) : RH → R where H denotes the size of the feature space. By default, the
Head consists of two fully-connected layers with dropout [31] and ReLU [8] activation
functions. The Head needs positive and negative samples to learn a reasonable decision
boundary between class c and the rest. Figure 4.1 visualizes the training process for the
Filtering Head of class red.
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Filtering Head

Model

3. Train the Filtering Head

1. Get hidden-space representation

2. Generate Outliers and form Dataset

hidden space

Training a Filtering Head for class Red


synthetic outliers

hidden space

hidden space

FC FC

Sigm
oid

Binary Crossentropy

positive samples

negative samples

Figure 4.1: Procedure of training a Filtering Head to detect the red squares. The
first step is to obtain a hidden space representation of the inputs; one can
use both ID and supplemental OOD data. The second step is synthesizing
outliers from the hidden space representation of the class red and converting
all features into a labeled dataset. Lastly, a small Filtering Head is trained
on the binary decision: Red square or not?
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Positive samples

The positive samples for the c-th Filtering Head are all images from the training dataset
labeled with class c. Formally,

Dc
pos = {(h(x), 1) |(x, y) ∈ Din; y = c}

where h(x) is the hidden space representation of the input image x based on the
pre-trained model.

Negative samples

There are three different sources from which the negative samples can come from.
The goal is to obtain negative samples that are as diverse as possible such that the
confidence band for the class is narrow (see the example in Figure 1.2).

Other classes Firstly, any sample from class j ∈ C \ c that is not the positive class can
be used as a negative sample. This is the conventional way of doing OVA Classification.
Therefore, the negative sample contain

Dc
other = {(h(x), 0) |(x, y) ∈ Din; y ̸= c}

Synthetic outliers Furthermore, one can generate synthetic outliers in the feature
space using an approach very similar to VOS [23]. The main difference in generating
the outliers between VOS and OVAF is that OVAF uses a class-individual covariance
matrix Σc whereas VOS [23] uses a shared covariance matrix. The synthetic outliers
are referred to as Dc

syn. The empirical class mean ŷc and class covariance Σ̂c can be
calculated with:

ŷc =
1

Nc
∑

i:yi=c
h(xi)

Σ̂c =
1

Nc
∑

i:yi=c
(h(xi)− ŷc)(h(xi)− ŷc)

⊤

where Nc describes the number of samples for class c.
Those are used to sample synthetic outliers sc from the low-density region of the
distribution.

{sc|
1

(2πm/2)|Σ̂c|1/2
exp

(
−1

2
(vc − µ̂c)

⊤Σ̂−1
c (vc − µ̂c)

)
< ϵ},

Real outliers Lastly, if available, one can obtain the hidden representation of real
OOD data. The real outliers must be forwarded, and the hidden representation must
be obtained:

Dc
real = {(h(x), 0) |x ∈ Dout}
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Model

Prediction: Seven

Filtering Head

Seven

Out-of-Distribution

hidden space representation

select Filtering Head

for class seven

Figure 4.2: OVAF procedure at inference time. The task is to classify written digits.
The model first makes a class prediction. During the forward pass, it stores
a hidden space representation of the input. Based on the class prediction,
the corresponding Filtering Head is selected and receives the stored hidden
space representation. The Filtering Head decides whether the prediction
was correct (7) or is OOD (shoe).

It does not matter whether Dout is labeled or unlabeled, as the label is overwritten with
a 0 regardless. The negative part of the dataset Dc

neg will comprise samples from Dc
other,

Dc
syn and Dc

real. The overall training dataset for Filtering Head c then consists of

Dc ⊆ {Dc
pos ∪Dc

neg}

Training Objective

After all, the Filtering Head bc(x) trains on a combination of the above data. The
training objective for a Filtering Head is binary cross-entropy. The loss for the n-th
sample of Filtering Head c is written as

Lc
n = [yn ∗ log(bc(xn)) + (1 − yn) ∗ log(1 − bc(xn)]

where (xn, yn) ∈ Dc denote the hidden space representation and corresponding label,
respectively.

4.3 Inference and OOD Detection

At inference time, the proposed method works as follows. First, the pre-trained model
predicts a class for the input image. Then the hidden space representation of that input
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is forwarded through the Head corresponding to the class that the pre-trained model
predicted. The input image is an outlier if the probability is below a certain threshold.

g(x) =

{
ID if bc(h(x)) ≤ δ

OOD if bc(h(x)) > δ

where c denotes the class that the original pre-trained model predicted for the input.
Figure 4.2 depicts a visualization of the inference process.
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The experiments section describes the setup for evaluating OVAF and other competitive
OOD detection methods. It presents datasets, architectures, implementation details,
hyperparameters, and metrics used for the experiments. The first experiment is a com-
parison of OVAF to other state-of-the-art methods. The second experiment investigates
the importance of synthetic and real outliers and how they affect performance.

5.1 Competitive Comparison

This experiment compares OVAF to other OOD detection methods. Table 5.1 describes
which datasets are used in combination with which models and summarizes the
experiment.

Table 5.1: Experiment Tasks to evaluate the performance of different OOD detection
methods

Model Architecture Din Dsupp Dout

MLP MNIST FashionMNIST notMNIST

DenseNet, WideResNet
CIFAR-10 CIFAR-100 SVHN
CIFAR-100 CIFAR-10 SVHN

5.1.1 Datasets

Two groups of datasets are used for training and evaluating the different methods. Each
group consists of a ID dataset on which the models are trained (Din), a supplemental
OOD dataset for fine-tuning (Dsupp), and a different OOD dataset for evaluating the
performance (Dout). Figure 5.1 shows example images for each dataset.
The first group contains:
MNIST: A grayscale 28 × 28 dataset that depicts handwritten digits. It contains 60.000
training and 10.000 testing images.
FashionMNIST [32]: A grayscale 28× 28 dataset of clothing items from Zalando. There
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(a) MNIST (b) FashionMNIST (c) NotMNIST

(d) CIFAR-10 (e) CIFAR-100 (f) SVHN

Figure 5.1: Datasets Sample Images

are ten different categories. It contains 60.000 training images and 10.000 testing ones.
notMNIST: A dataset comprised of over 500.000 28 × 28 grayscale images of glyphs of
letters A - J. Only the hand-cleaned version containing 18.726 images is used.

The second group is the more complex one, with the following datasets:
CIFAR-10 [33]: A colored 32 × 32 dataset of 10 different classes. There are 50.000
training and 10.000 testing images.
CIFAR-100 [33]: A dataset similar to CIFAR-10, but it has 100 different classes. Images
are also RBG and 32 × 32.
SVHN: A dataset called Street View House Numbers that consist of around 100.000
labeled real-world images taken from Google Street View. Images are 32 × 32, RBG,
and depict the digits 0-9.
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5.1.2 Architectures and Training Choices

Table 5.1 summarizes which models are used for which tasks. The first one is a simple
MLP. The two others are competitive architectures for computer vision: DenseNet [9]
and WideResNet [10].
Besides VOS [23], all OOD methods are based on the same pre-trained neural network
classifier with the following training settings:

MLP For the easiest task of MNIST image classification, a simple 3-Layer MLP is
trained for ten epochs. The batch size is 256 with an initial learning rate of 10−4 which
decreases using Cosine Annealing [34]. The optimizer is Adam [35].

DenseNet/WideResNet The exact model architecture is DenseNet-121 [9] and WideResNet-
40-2 [10]. The training settings are similar across both CIFAR-10 and CIFAR-100 as well
as for the DenseNet and WideResNet Architecture; the only exception being the batch
size. The models are trained for 100 epochs with an initial learning rate of 0.01. The
optimizer is Adam [35], and Cosine Annealing [34] is used to schedule the learning
rate decay. For WideResNet, the batch size is set to 128, and DenseNet trains on a batch
size of 64 due to memory constraints.
The hyperparameters for the different OOD detection methods are the following:

Energy score The regular Energy score [15] without fine-tuning does not have any
special hyperparameters to tune. The fine-tuned variant trains for 10 epochs and the
hyperparameters that penalize too low or high energies are min = −25 and mout = −7
(see Equation 3.3).

VOS The VOS implementation follows exactly the details as laid out in the paper
[23]. After 40% of the training, it starts with generating virtual outliers and training
the OOD Discriminator. Every 10.000th sample is chosen to be fed into the logistic
regressor. VOS does not rely on pre-trained models and must be trained from scratch.
It uses the same model architecture and training details as described above.

Mahalanobis The Mahalanobis method [17] is used with additional input processing
(Equation 3.2), but without a feature ensemble over different hidden layers. The noise
hyperparameter for input pre-processing is ϵ = 10−5.

OVAF The main hyperparameter of interest for OVAF is what negative inputs each
Filtering Head receives. The notation OVAF (Dother/Dsyn/Dreal) is used to describe how
the dataset is composed of. For example OVAF (50/50/0) indicates that the negative
points are 50% from Dother, 50% from Dsyn and 0% from Dreal. If the sum adds up to
100%, then the dataset is balanced such that there exist as many positive as negative
samples.
While generating synthetic outliers, every 1.000th sampled feature vector is used as
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an OOD sample. The Filtering Head consists of two fully connected layers as well as
dropout [31] with p = 0.3 and the ReLU [8] activation function.

5.1.3 Evaluation Metrics

Actual ID input
True False

Predicted ID input
True true positive (TP) false positive (FP)
False false negative (FN) true negative (TN)

Table 5.2: Confusion Matrix

The experiments use the following commonly used metrics to assess and compare
performance among different methods: the area under the receiver operating curve
(AUROC), the area under the precision-recall curve (AUPR), and the false positive rate
at 95% true positive rate (FPR95). Table 5.2 is a confusion matrix that is necessary for
calculating the mentioned metrics.

AUROC can be interpreted as the probability that a classifier will rank a randomly
chosen positive instance higher than a randomly chosen negative instance [36]. In the
context of OOD detection, AUROC implies that a randomly chosen ID input has a
higher probability of belonging to a class than a randomly chosen OOD input. The
ideal classifier has an AUROC of 100%; a random classifier of 50%.

precision =
TP

TP + FP
(5.1a)

recall =
TP

TP + FN
(5.1b)

false positive rate = 1 − FP
FP + TN

(5.1c)

true positive rate =
TP

TP + FN
(5.1d)

AUPR is an alternative to AUROC that is especially useful for imbalanced or skewed
datasets as it highlights performance differences that are not captured in the AUROC
curve [37]. The AUPR calculates the area under a precision-recall plot created by
evaluating the precision (Equation 5.1a) and recall (Equation 5.1b) values for specific
thresholds. The ideal and a random classifier again have 100% and 50%, respectively.

FPR95 is the classifier’s false positives rate (Equation 5.1c) when the threshold is
set to have a 95% true positive rate (Equation 5.1d). A perfect OOD detection method
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would achieve 0% FPR95. It is the easiest to interpret and also what most of the
following analysis is based on.

5.2 Synthetic vs Real Outliers

As discussed in the introduction, several methods use and require an additional OOD
dataset during training. OVAF does not need them per se, as it can also generate
synthetic outliers. The main question driving this experiment is whether synthetic or
real outliers are better to decrease the false positive rate. The experiment is limited
to the OVAF method but might still give some insights into the broader question. It
also provides insights into the hyperparameters of OVAF and how to tune them. The
OVAF method is applied to the detection tasks based on CIFAR-10 and CIFAR-100. The
base model will be the already pre-trained WideResNet [10] and OVAF is trained using
different hyperparameters regarding the composition of the dataset for the Filtering
Heads. The baseline is to train the Filtering Heads only with other classes in the
conventional OVA fashion. Then progressively, 25% of the dataset is replaced with
synthetic or real outliers until the dataset will consist of 100% synthetic or real outliers.
Synthetic and real outliers are never used together in the same dataset.
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This section presents the results for the two experiments mentioned in the chapter
above. The first compares OVAF to other competitive benchmarks; the second explores
the differences between synthetic and real outliers. OVAF significantly outperforms the
baseline method across all tasks, reducing the FPR95 by up to 47.2% from the baseline.
It establishes state-of-the-art performance on CIFAR-10 and CIFAR-100. On MNIST, the
Mahalanobis method and fine-tuned Energy score perform the best.

6.1 Competitive Comparison

The OOD Detection algorithms are evaluated on three tasks in the image classification
domain with increasing difficulty. The ID accuracy of the base models is presented in
Table 6.1. The accuracy consistently drops from MNIST over CIFAR-10 to CIFAR-100,
indicating the increasing complexity of the task.

Table 6.1: Model Accuracies

Dataset Model Accuracy

MNIST MLP 98.24

CIFAR-10
DenseNet 93.64

WideResNet 94.45

CIFAR-100
DenseNet 76.21

WideResNet 75.32
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Table 6.2: Comparison of OOD Detection Methods. Results are shown in percentages.
Methods are evaluated on 10.000 MNIST and 18724 NotMNIST (OOD) sam-
ples. Numbers in bold are superior. Methods denoted with * had access to
additional OOD data (FashionMNIST) at training.

Din Method AUROC AUPR FPR95

MNIST
(3-Layer MLP)

MSP [3] 86.9 75.4 53.0
Energy [15] 66.2 43.2 75.1
OVNNI [30] 93.3 87.2 28.3
Mahalanobis [17] 99.4 98.8 2.2
VOS [23] 77.0 57.6 63.6
OVAF (25/75/0) 90.9 77.8 25.5
Energy (fine-tune)* [15] 99.7 99.2 1.1
OVAF (50/0/50)* 92.6 84.2 26.5

6.1.1 MNIST

The first task is the image classification of MNIST images. The additional OOD dataset
for fine-tuning is FashionMNIST, and the metrics are calculated using NotMNIST as the
OOD dataset. Table 6.2 contains the detailed results. The Mahalanobis distance [17] and
the fine-tuned Energy score [15] outperform all other methods by a large margin. They
achieve a FPR95 of 2.2% and 1.1%, respectively. Both OVAF variants also significantly
outperform the baseline, reducing the FPR95 from 53% to 25.5% and 26.5%. OVNNI,
the second method that uses OVA classifiers, performs slightly worse than OVAF and
achieves an FPR95 of 28.3%.

28



6 Results

Table 6.3: Comparison of OOD detection methods using DenseNet [9] and WideResNet
[10]. Results are shown in percentages. Methods are evaluated using 10.000
CIFAR-10 and 26.032 SVHN (OOD) images. Values in bold are superior.
Methods denoted with * were fine-tuned with additional OOD data (CIFAR-
100). VOS on DenseNet did not train properly and therefore no values are
displayed.

Din Method AUROC AUPR FPR95

CIFAR-10
(DenseNet)

MSP [3] 89.3 83.7 63.7
Energy [15] 87.1 76.8 61.1
Mahalanobis [17] 95.1 85.3 23.1
VOS [23] - - -
OVAF (50/50/0) 87.6 78.4 34.7
Energy (fine-tune)* [15] 96.6 95.5 21.8
OVAF (50/0/50)* 96.9 94.4 18.3

CIFAR-10
(WideResNet)

MSP [3] 91.3 87.3 58.0
Energy [15] 92.7 85.9 36.3
Mahalanobis [17] 98.0 95.4 9.5
VOS [23] 96.4 93.8 18.9
OVAF (25/75/0) 94.1 89.0 31.7
Energy (fine-tune)* [15] 99.2 98.6 2.4
OVAF (0/0/100)* 95.2 92.4 30.0

6.1.2 CIFAR-10

Moving on from MNIST to the more challenging task of CIFAR-10 image classification.
The job is evaluated over two model architectures.
For DenseNet [9], OVAF tuned with real outliers outperforms all other methods on
AUROC and FPR95, reducing the FPR95 by 45.4% compared to the MSP baseline [3].
The fine-tuned Energy score [15] performs best regarding the AUPR metric. VOS was
not evaluated on DenseNet. It did not train the entire 100 epochs because the model
returned NaN values; an issue that can, for example, be caused by exploding gradients.
On WideResNet, the baseline achieved an FPR95 of 58.0%. Both OVAF approaches
asignificantly outperform the baseline, reaching 31.7% and 30.0% FPR95. Fine-tuned
Energy score outperforms all other methods by a large margin, achieving an FPR95 of
2.4%. VOS achieves a competitive result of 18.9% FPR95.
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Table 6.4: Comparison of OOD detection methods using DenseNet [9] and WideResNet
[10]. Results are shown in percentages. Methods are evaluated using 10.000
CIFAR-100 and 26.032 SVHN (OOD) images. Values in bold are superior
and methods denoted with * were fine-tuned with additional OOD data
(CIFAR-10).

Din Method AUROC AUPR FPR95

CIFAR-100
(DenseNet)

MSP [3] 83.3 75.9 74.6
Energy [15] 86.6 81.5 76.6
Mahalanobis [17] 79.0 61.3 70.9
VOS [23] 72.2 55.5 84.5
OVAF (50/50/0) 90.2 91.8 47.2
Energy (fine-tune)* [15] 74.5 71.9 98.6
Ours (50/0/50)* 87.6 90.6 56.8

CIFAR-100
(WideResNet)

MSP [3] 74.1 64.1 83.5
Energy [15] 82.7 74.3 79.5
Mahalanobis [17] 87.2 78.0 58.5
VOS [23] 76.6 63.2 82.0
OVAF (25/75/0) 93.5 93.9 36.3
Energy (fine-tune)* [15] 68.5 60.4 96.5
OVAF (75/0/25)* 92.9 93.4 40.8

6.1.3 CIFAR-100

On the most challenging task based on CIFAR-100 classification, OVAF outperforms
all other methods on both DenseNet and WideResNet. Using DenseNet, the baseline
achieves an FPR95 of 74.6%. The regular OVAF without real outliers reduces the
baseline by 27.4%. Also, OVAF with real outliers performs 56.8% on FPR95. All
other methods are not able to reduce the FPR95 below 70.9%, which is the result of
Mahalanobis.
On WideResNet, OVAF can reduce the FPR95 to 36.3%, which is 47.2% lower than the
baseline method for OOD detection.
One should note that the fine-tuned Energy score achieves results worse than a random
classifier, which would be 95% FPR95. The training procedure is, however, similar to
the one on CIFAR-10, where it outperforms all other methods. The original paper [15]
proposes some results for the task on CIFAR-100, which are, however, not compatible
with the experiments conducted in this thesis.
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6.2 Synthetic vs Real Outliers

Figure 6.1: Line chart to compare the effects on the performance of using synthetic and
real outliers for the Filtering Heads. The baseline only uses other classes
as negative inputs. Then part of the other classes is replaced by synthetic
outliers (orange) or real outliers (blue). On the left is the experiment
for CIFAR-10, and on the right for CIFAR-100. Both use a pre-trained
WideResNet. One can see that FPR95 performance gains are more consistent
when using synthetic outliers, but overall both can improve the performance.

Results are depicted in Figure 6.1. In the CIFAR-10 experiment, OVAF performs better
when using real outliers than synthetic ones. The best result is reached when 100% of
the negative inputs in the Filtering Heads are real outliers taken from CIFAR-100. The
usage of real outliers reduces the FPR95 from around 36% to 30%, whereas the 36%
uses the conventional OVA method by using the other classes. In the case of CIFAR-100,
however, the synthetic outliers perform significantly better than real outliers. Usage of
synthetic outliers by up to 75% reduces the FPR95 in both experiments, whereas the
real outliers are only useful in the CIFAR-10 experiment, and decrease the performance
on CIFAR-100 overall.
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This section discusses the findings from the experiments, analyzes the Filtering Heads
in more detail, and suggests areas for future work.

7.1 Competitive Comparison

Both variants of the proposed OVAF method outperform the baseline [3] by a large
margin, improving the FPR95 by as much as 47.2%. The method is competitive with
and outperforms other popular OOD strategies, especially on more complex tasks such
as CIFAR-10 or CIFAR-100. However, it does not perform as well as other methods on
MNIST.

7.1.1 Scaling in Task Complexity

An interesting observation that one can make from the three experiments is that OVAF
scales very well to more complex tasks, especially when compared to other state-of-the-
art methods. OVAF is outperformed by techniques such as the Energy score [15] or
Mahalanobis distance [17] on the task of MNIST classification. On CIFAR-10, OVAF
is already among the best-performing methods for OOD detection, and on CIFAR-
100, it significantly outperforms all other methods. Figure 7.1 visualizes the FPR95
performance of all methods on the three tasks via a parallel coordinates diagram. On
CIFAR-10 and CIFAR-100, average performance across both model architectures is used.
It shows that other methods significantly decline in OOD detection performance when
the task gets more challenging. This trend has also been observed by R. Huang and Li
[38]. They point out that most methods are only evaluated on simple classification tasks.
Observing the performance declines from CIFAR-10 to CIFAR-100 might indicate that
current OOD detection methods depend heavily on the underlying model’s performance
and the task’s difficulty. For example, the Mahalanobis distance [17] directly depends
on the feature space representation of the underlying model; if the underlying model
cannot separate classes well in feature space, the Mahalanobis distance will most likely
not be a good discriminator between ID and OOD samples. OVAF, on the other hand,
is not affected that much by the representation of the images, as the Filtering Heads
can extract additional information out of the hidden space features that are perhaps not
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increasing difficulty

Figure 7.1: Parallel coordinates plot of FPR95 obtained during the benchmark experi-
ment. Performance is measured over all the tasks with increasing difficulty;
for CIFAR-10 and CIFAR-100, results are averaged over DenseNet and
WideResNet. OVAF (outlier tuning) denotes OVAF results that used sup-
plemental OOD data for training. Most methods decrease in performance
when the task becomes more complex, but OVAF performance does not
decline as steeply as the others.

considered by the underlying model. This could also be why OVAF performs worse
than Mahalanobis or fine-tuned Energy score on MNIST. The features are already an
extremely good discriminator between ID and OOD, as the success of the Mahalanobis
distance proofs (2.2% FPR95). Then the Filtering Heads cannot extract that much
information from the features, and the approach might be overcomplicating the task.
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Figure 7.2: Head-wise analysis of accuracy and FPR95 of model and Filtering Heads
on CIFAR-10; evaluated on DenseNet (left) and WideResNet (right). The
y-axis denotes the class-wise accuracy, and the x-axis the FPR95 of the
corresponding Filtering Head. One can observe a negative correlation for
both architectures. The worse the predictive accuracy of the model, the
worse the FPR95 of the Filtering Head.

7.1.2 Analysis of Individual Heads

Since OVAF uses class-specific Filtering Heads, it is interesting to analyze the behavior
and performance of different Heads. A key observation is that some Filtering Heads
perform way better than others on FPR95. The performance of a Filtering Head appears
to correlate with the accuracy of the class for the underlying model. The observation
is visualized in Figure 7.2. For example, the visualization on the left shows that a
prediction of the class horse is way more reliable (~17% FPR95) than the prediction
of a dog (~75% FPR95). This is valuable information for the interpretability of the
different Heads. One can use the information to quantify how reliable a prediction for
a particular class is. It also allows to individually adjust the threshold based on the
reliability of a specific head.
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7.2 Synthetic vs Real Outliers

The experiment’s results suggest that real outliers are not necessarily superior to
synthetic ones. Figure 6.1 shows that real outliers can help to improve the FPR95 on
CIFAR-10, but on CIFAR-100 it does not work at all and using real outliers makes the
performance worse. This might indicate that good OOD data can effectively restrain the
confidence region but it is not fully guaranteed. On the other hand, synthetic outliers
have the same constant trend; adding more synthetic outliers is beneficial up to some
point, e.g., 75%. One of the main advantages of synthetic outliers might be that they are
truly randomly sampled and therefore more diverse than real OOD data, which mostly
come from a specific distribution. Also the experiment shows that OVAF does not rely
on real outliers, which is important as they are often hard or impossible to obtain.

7.3 Future Work

Different lines of further research appear to be promising for OOD detection.
Firstly, as indicated in the introduction, the curse of dimensionality prevents to train

a classifier where outliers can narrow the high-confidence region to only focus on
the class. In the 2-dimensional space, fitting a circle around the cluster of features is
sufficient to train a narrow confidence region (see Figure 1.2). In the 3-dimensional case,
a ball could be enough to achieve the same. In a high-dimensional space, however, it is
impossible to surround the ID-class’s features entirely. Yet this might not be necesseary
to create a good OOD discriminator. It could be the case that there are sub-regions in
the high-dimensional space in which most of the outliers are located. One could use
this potential bias of the model to target the generation of synthetic outliers into that
specific sub-region. Another approach could be to reduce the size of the hidden space
in which the synthetic outliers are created and therefore get closer to surrounding the
ID cluster. For visual understanding and interpretation, one could train an autoencoder,
synthesize outliers in the latent space representation and decode them into images
again.

Another exciting line of research could be to think about activation and loss functions
that do not enforce a closed-world assumption on the training algorithm. This could,
for example, work by using OVA classifiers [5]; preferably in an effective fashion that
does not require training C classifiers from scratch. Another approach could be to find
a replacement for the softmax activation function, which has, for example, already been
proposed by Macêdo et al. [24].
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8 Conclusion

This thesis investigated the problem of OOD detection and approached it via OVA
classifiers. The issues of the softmax normalization for OOD detection were identified
and characterized, mainly that it causes the closed-world assumption and forces the
model to make a decision. The conceptual benefits of OVA classifiers, namely no closed-
world assumption and the ability to extract class-specific features, led to the motivation
of this thesis: Investigating how OVA classifiers can be used to improve OOD detection.
During the thesis, a new technique to detect outliers called OVAF was developed and
presented; it trains C different Filtering Heads on top of the hidden space representation
of a pre-trained model and uses the Filtering Heads as the component to detect outliers.
Additionally, both synthetic and real outliers were used to improve the performance.
Extensive experiments showed its superiority over the baseline method. Furthermore,
OVAF established state-of-the-art performance on CIFAR-10 and CIFAR-100. It reduced
the baseline’s false positive rate by up to 47.2% and achieved a false positive rate of
36.3% on CIFAR-100; 22.2% better than the best other approaches. Other experiments
demonstrated that OVAF does not rely on real-world OOD samples to train the Filtering
Heads, which makes them very flexible and applicable in almost all cases. Finally,
future work was suggested to further investigate the underlying mechanisms of OOD
detection and how to synthesize outliers effectively.
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